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3 
The Protocol 

Evaluation of a deep learning model for automated prediction of overall survival 

in patients with oropharyngeal cancer from pretreatment 18F-fluorodeoxyglucose 

positron emission tomography imaging 

 

1 Discovery cohort 

We formed the discovery cohort as an initial single-center dataset with 273 histologically confirmed non-

metastatic (M0) oropharyngeal squamous cell carcinoma (OPSCC) patients treated between June 2006 

and December 2017, at the Linkou Chang Gung Memorial Hospital (CGMH), Taiwan, ROC. FDG 

PET/CT images were acquired using GE or Siemens scanners (Protocol Table 1), within a median of 9 

(3–14) days from the pathological diagnosis. The conversions from PET to standardized uptake value 

(SUV) map were performed using the Chang-Gung Image Texture Analysis (CGITA) toolbox 

(https://code.google.com/archive/p/cgita/)1 and were saved in NifTI format (https://nifti.nimh.nih.gov/). 

For development and validation of segmentation models, 273 patients were used. For prognosis: one 

patient was excluded from the study as the lymph node (stage = N3) was resected before PET imaging; 

four patients were excluded, as the automated segmentation model identified no tumor in their SUV 

images – the remaining 268 patients comprised the CGMH discovery cohort (Protocol Fig. 1). Human 

papillomavirus (HPV) status was assessed by a pathologist (LYL) blinded to the clinical data on the p16 

staining of biopsy sections. Patients were staged and treated based on the 7th edition TNM staging system.  

Protocol Table 1. PET scanner characteristics of the discovery, TCIA test, and clinical deployment 

test cohorts  

 Discovery 

cohort 

TCIA test cohort Clinical deployment test cohort 

Institutions CGMH HN-PET-CT: 

HGJ 

HN-PET-CT: 

CHUS 

HN-PET-CT: 

HMR 

HN-PET-CT: 

CHUM 

HNSCC Head-Neck-

Radiomics-HN1 

ZJU1 NFH 

Patient (n) 268 54 72 18 53 121 35 22 10 

PET scanners 

  GE 

    Discovery ST 

Discovery STE 

Discovery RX 

Discovery HR 

Discovery LS 

    Unknown 

  Philips 

    Guardian Body(C) 

  Siemens 

Biograph40  

Biograph40 mCT 

Biograph64 mCT 

Biograph128 mCT 

Definition AS 

    CPS 1080 

CERR 

1080 

 

  149 (56%) 

146 (55%) 

3 (1%) 

- 

- 

- 

- 

  - 

- 

  119 (44%) 

42 (16%) 

74 (28%) 

1 (0.3%) 

- 

2 (1%) 

- 

- 

- 

 

  54 (100%) 

54 (100%) 

- 

- 

- 

- 

- 

  - 

- 

  - 

- 

- 

- 

- 

- 

- 

- 

- 

 

  - 

- 

- 

- 

- 

- 

- 

  72 (100%) 

72 (100%) 

  - 

- 

- 

- 

- 

- 

- 

- 

- 

 

  18 (100%) 

- 

17 (94%) 

- 

- 

- 

1 (6%) 

  - 

- 

  - 

- 

- 

- 

- 

- 

- 

- 

- 

 

  15 (28%) 

14 (26%) 

1 (2%) 

- 

- 

- 

- 

  38 (72%) 

38 (72%) 

  - 

- 

- 

- 

- 

- 

- 

- 

- 

 

  120 (99%) 

32 (26%) 

39 (32%) 

41 (34%) 

8 (7%) 

- 

- 

  - 

- 

  1 (1%) 

- 

- 

- 

- 

- 

1 (1%) 

- 

- 

 

  - 

- 

- 

- 

- 

- 

- 

  - 

- 

  35 (100%) 

- 

- 

- 

- 

- 

- 

35 (100%) 

- 

 

- 

- 

- 

- 

- 

- 

- 

  - 

- 

  22 (100%) 

- 

- 

- 

- 

- 

- 

- 

22 (100%) 

 

  2 (20%) 

- 

- 

- 

- 

2 (20%) 

- 

  - 

- 

  8 (80%) 

- 

- 

- 

8 (80%) 

- 

- 

- 

- 

Voxel spacing (mm) 

  Median [IQR]   

  Range 

 

4.69 [3.13, 4.69] 

3.13-5.47 

 

3.52 [3.52, 3.52] 

3.52-4.69 

 

4.0 [4.0, 4.0] 

4.0-4.0 

 

3.52 [3.52, 3.52] 

3.52-5.47 

 

4.0 [4.0, 4.0] 

3.52-5.47 

 

5.47 [5.47, 5.47] 

3.91-5.47 

 

2.67 [2.67, 2.67] 

2.67-2.67 

 

4.06 [4.06, 4.06] 

4.06-4.06 

 

4.07 [4.07, 4.07] 

3.91-4.07 

Slice thickness (mm) 

  Median [IQR]   

  Range 

 

3.27 [2.03, 3.27] 

2.0-3.27 

 

3.27 [3.27, 3.27] 

3.27-3.27 

 

4.0 [4.0, 4.0] 

4.0-4.0 

 

3.27 [3.27, 3.27] 

3.27-3.27 

 

4.0 [3.27, 4.0] 

3.27-4.0 

 

3.27 [3.27, 3.27] 

2.00-3.27 

 

3.0 [3.0, 3.2] 

3.0-3.0 

 

5.0 [5.0, 5.0] 

5.0-5.0 

 

3.0 [3.0, 3.0] 

3.0-4.25 

TCIA=The Cancer Imaging Archive. CGMH=Chang Gung Memorial Hospital. HGJ=Hôpital Général Juif. CHUS=Centre 
Hospitalier Universitaire de Sherbrooke. HMR=Hôpital Maisonneuve-Rosemont. CHUM=Centre Hospitalier de l'Université de 

Montréal. HNSCC=University of Texas MD Anderson Cancer Center. Head-Neck-Radiomics-HN1=MAASTRO Clinic. 

ZJU1=First Affiliated Hospital of Zhejiang University. NFH=Nanfang Hospital.  

 

According to the treatment policy of our institute, OPSCC patients were treated with platinum-based 

concurrent chemoradiotherapy (CCRT). Patients who participated in the open-label, prospective clinical 

trial to assess the survival benefits of induction chemotherapy on advanced stage OPSCC, received 

induction chemotherapy followed by platinum-based CCRT (IC + CCRT). Patients were followed-up for 

at least 36 months or until death. All patients received radiation therapy with an intensity-modulated 

technique and completed FDG PET staging before therapy. 

Two hundred and one patients (75%) underwent CCRT: 187 patients received chemotherapy with 

cisplatin (50 mg/m2 of body surface area, day 1), tegafur (200 mg/capsule, 1# qid on days 1–14), and  

https://code.google.com/archive/p/cgita/
https://nifti.nimh.nih.gov/
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Protocol Fig. 1 A diagram specifying inclusion and exclusion information for patients and PET images 

from the discovery cohort. HPV=human papillomavirus. 

 

leucovorin (15 mg/capsule 1# qid on days 1–14) biweekly; 12 received cisplatin (40 mg/m2) weekly; two 

with cisplatin (100 mg/m2) triweekly. IC + CCRT was administered to 44 patients (16.4%). Thirty cases 

completed IC of cisplatin (50 mg/m2 on day 1), tegafur (200 mg/capsule, 1# qid on days 1–14), and 

leucovorin (15 mg/capsule 1# qid on days 1–14) biweekly for 4 cycles and continued this regimen during 

radiotherapy. Fourteen patients received taxotere (75 mg/m2, day 1), cisplatin (75 mg/m2, day 1), and 5-

fluorouracil (750 mg/m2 on days 1–5) triweekly for 3 cycles, followed by cisplatin (40 mg/m2, weekly) 

during radiotherapy. Three patients with an early stage (one T1N0 and two T2N0 cases) received surgery 

only. Although different treatment modalities were utilized, intensive radiotherapies (median radiation 

dose: 72 Gy, range: 66–80 Gy; 2 Gy per day, 5 days per week) were used for the rest 265 (99%) patients. 

 

2 Segmentation  

The segmentation method is built upon a state-of-the-art medical image segmentation backbone nnUNet2, 

augmented using extensive data augmentation. The nnUNet is recognized for its high performance on 

several medical image segmentation tasks, especially tumor segmentation.2,3 Extensive data 

augmentation is known to help networks maintain a high level of classification/segmentation accuracies 

when applied to unseen data.4,5 The trained augmented nnUNet model can then robustly produce 3D 

masks of the primary tumor and the lymph nodes, given an input SUV image. 

 

2.1. Training Images and Annotations 

Ground truth tumor and lymph node segmentation masks were first generated for 168 patients in the 

CGMH discovery cohort (by NMC, a nuclear radiologist with 14 years of experience in nuclear imaging 

and image processing). Specifically, the PET images were converted to SUV maps – with the SUV value 

of 2.5 defined as the threshold in delineating tumors – using the CGITA toolbox 

(https://code.google.com/archive/p/cgita/)1. Lymph nodes in the SUV maps were delineated using ITK-

SNAP (www.itksnap.org)6. To ensure consistency of masks with the true clinical data, the radiologist 

(NMC) carefully reviewed all corresponding CT images, radiology, and pathology reports to guide the 

manual delineation task. Next, to facilitate/accelerate the manual annotation of the remaining 

unannotated 105 patients, a nnUNet ensemble model – composed of five models trained from five-fold 

cross-validation on the 168 annotated patients – was applied to SUV images of the 105 remaining patients. 

The resulting tumor and lymph node auto-segmentations were checked (by NMC) by referring to their 

corresponding CT images and reports if necessary. Inaccurate, false positive, and false negative 

https://code.google.com/archive/p/cgita/
http://www.itksnap.org/
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segmentations were edited and corrected using ITK-SNAP. The 273 SUV images with (both manual and 

corrected) annotations/masks were used as the developing set of the automated segmentation model.  

 

2.2. Training, Validation, and Test Sets Splitting 

The final automated segmentation models were trained using nested five-fold cross-validation (Protocol 

Fig. 2) on the 273 patients with annotations described above. The following scheme was adopted for each 

of the five folds. 20% of the data was used as the test set and the remaining 80% as the training data. We 

ensured that there was no overlap between the test sets across folds. Of the training data, 80% was used 

for the optimization of network parameters (as a training set), and the remaining 20% for model selection 

(as a validation set). The final model, selected based on performance on the validation set, was then 

evaluated on the test set in the corresponding fold. After repeating the process five times, the testing 

results were generated for the full dataset. Due to this subdivision of the data into training, validation, 

and test splits in each fold, nested cross-validation can overcome the tendency of standard cross-

validation to generate over-optimistic estimates, as the automated segmentation of every PET volume 

was obtained in the test sets. Note that the current data splitting scheme was identical to that in the 

prognosis experiments (Protocol section 3), where the distributions of events in the training and 

validation sets were similar in each fold. 

 

Protocol Fig. 2 A diagram showing the nested five-fold cross-validation used in this study. 

 

2.3. nnUNet 

nnUNet is a self-configuring method for deep learning-based medical image segmentation, including 2D 

and 3D versions of UNet architectures.2 Since 3D spatial semantics are crucial to predicting the full tumor 

and lymph node segmentation masks, a 3D UNet, trained on pairs of volumetric image patches (input: 

cropped ROI with a size of 192×80×96 [Z×Y×X] voxels) and corresponding segmentation masks (output: 

ROI with a same size of 192×80×96 voxels) at full resolution, is used as the network architecture 

(Protocol Fig. 3). Note that different from 2D deep learning-based segmentation – which directly utilizes 

the 2D image as the network input – the 3D deep learning (e.g., UNet) is usually trained on 3D image 

patches. They consist of sub-volumes sampled/scanned from the entire volume (in multiple channels 

when applicable). The rationale for using this approach is related to GPU memory constraints. These 

ROIs are cropped (a certain proportion of ROIs containing the foreground, e.g., tumor; and other ROIs 

containing the background) to the region of nonzero values. To properly learn the 3D spatial semantics, 

all SUV volumes are first resampled to the median voxel spacing (3.27×4.69×4.69 mm) of the developing 

dataset, using third-order spline interpolation for images and nearest-neighbor interpolation for 

segmentation masks. Next, to increase the robustness to variations in SUV intensity among different 

patients, image intensities for each patient are normalized using a z-score normalization method based 

on the mean and standard deviation of intensity values for the patient individually. The convolutional 

kernel size is 3×3×3. A combination of Dice and cross-entropy loss is utilized.2 The loss function is 

calculated between the softmax output of the final feature map and the ground truth segmentation mask, 

in which the labels of background, tumor, and lymph node voxels are 0, 1, and 2, respectively. 

For nnUNet training, most parameters are set to be default values. We find that increasing the batch size 

(setting as 2) or changing the optimizer from default Adam7 to most recent RAdam8 does not significantly 
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affect performance, and thus use the Adam optimizer. The models are trained to optimize the average 

loss of the primary tumor and lymph nodes. The models are trained with 200 epochs, with 250 training 

batches per epoch. Each training process takes one day on a NVIDIA Titan RTX-6000 GPU. The model 

that produces the best average Dice score of the primary tumor and lymph nodes on the validation set is 

selected as the best segmentation model.  

In the testing phase, a sliding window of overlapping (by patch size / 2) volumetric image patches/ROIs 

(with size of 192×80×96 voxels) is applied to the whole 3D volume. More specifically, each sliding-

window crops a 3D ROI, which is fed to the trained model for generating the segmentation outcome of 

each patch/ROI. In addition, testing-time data augmentation, i.e., flipping of all image patches along 

three axes, is used to further increase the model’s robustness. All of the patch-level segmentations are 

spatially aggregated to produce the final segmentations of the whole volume. 

 

Protocol Fig. 3 The 3D segmentation network architecture for automated tumor and lymph node 

segmentation in PET. Yellow boxes represent the 4D feature maps. The network processes the 3D input 

image (top-left) and outputs the tumor and lymph node segmentation masks (top-right). 

 

2.4. Data Augmentation 

One major obstacle to introducing deep learning models into clinical practice is their poor generalizability 

to unseen domains, such as different scanner vendors, hospitals, populations, etc9,10. For deep learning 

based predictive biomarkers in particular, it is usually difficult to obtain a large variety of imaging data 

and clinical outcomes to train highly generalizable models. Furthermore, it is infeasible to collect data 

from the target domain (e.g., every new hospital or vendor) to implement transfer learning or domain 

adaptation approaches to refine the trained models. Data augmentation is one of the most important 

techniques used to enhance the generalization performance of deep learning.4 Extensive data 

augmentation transformations have demonstrated promising generalization performance on unseen 

domains for image segmentation tasks.5 Specifically, for each 3D image patch randomly cropped during 

nnUNet training, a sequence of the following eight data augmentation transforms based on an open-

source implementation (batchgenerators; https://github.com/MIC-DKFZ/batchgenerators) is applied: 

deformation, rotation, scaling, sharpening, blurring, noise, brightness, and contrast. Each transform 

function is associated with two parameters: 1) the probability p to apply the function, set to 0.5, and 2) 

the magnitude m of the function, which is set as the default settings as in batchgenerators. 

 

2.5. Postprocessing  

The resulting segmentations are further processed through two steps. First, only segmentations in the 

head-and-neck region are retained. We empirically find that most head-and-neck PET images contain 91 

slices with a slice thickness of 3.27 mm in the z-direction, yielding a total of 298 mm sufficient to cover 

the entire head-and-neck region. Therefore, we use 300 mm starting from the uppermost slice as a 

distance cutoff. Next, volume cutoffs of the segmented tumor and lymph nodes are set. For the segmented 

tumor, we keep the largest connected component as a tumor to remove false positives. For the segmented 

lymph nodes, we remove segmentations (for both ground truth and auto-segmentations) with volume < 

500 mm3, since the RECIST 1.1 guidelines consider lymph nodes < 10 mm in the shortest diameter as 

https://github.com/MIC-DKFZ/batchgenerators
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normal12. We choose 500 mm3 as our cutoff size, as it more or less corresponds to the volume of a 3D 

spherical object equal to (4/3) × 𝞹 × 5×5×5 = 523 mm3. 

 

2.6. Evaluation  

Segmentation masks of tumors and lymph nodes are inputs to our deep learning-based prognosis models, 

that they may guide the extraction of deep features from the imaging data. We evaluate the segmentation 

accuracy using the Dice coefficients11, which is the standard metric used to evaluate segmentation 

performance.3 It measures the spatial overlap between the ground truth (GT) and automated segmentation 

masks (Seg) as 

𝐷𝑖𝑐𝑒 =
2|𝐺𝑇 ∩ 𝑆𝑒𝑔|

|𝐺𝑇| + |𝑆𝑒𝑔|
 

Results of tumor (Protocol Fig. 4 A, Protocol Table 2) and lymph node (Protocol Fig. 4 B, Protocol Table 

3) segmentation on the discovery test sets of the nested 5-fold cross-validation were median Dice 

coefficients of 0.84 (IQR 76–91) for tumors and 0.84 (70–91) for lymph nodes. The segmentation was 

more accurate for advanced than earlier cT and cN stages. It identified the tumor in 269 (99%) of 273 

cases in the discovery cohort, and its performance was comparable in the external TCIA and clinical 

deployment test cohorts, i.e., identify the tumor for 384 (97%) of 397 cases. Note that for calculations of 

lymph node Dice coefficients, we did not include patients who had a manually segmented lymph node < 

500 mm3, according to the RECIST 1.1 criteria mentioned in section 2.5. For patients in N0 stage, a false 

positive result was defined as the auto-segmented lymph node ≥ 500 mm3. 11 out of 58 (19.0%) patients 

in N0 stage were found to have false positive lymph node segmentations.  

A   Tumor                                                                                    B   Lymph node 

 

Protocol Fig. 4 Box plots show the agreement between the automated 3D segmentation and the 

radiologist-generated ground truth for tumor segmentation categorized by cT stages (A) and lymph nodes 

by cN stages (B). The values illustrated are Dice coefficients. The upper and lower edges of each box 

show the 25’th and 75’th percentiles. Whiskers above and below the boxes correspond to the 10’th and 

90’th percentiles, respectively, horizontal central lines to the median values, and dots to outliers.  

 

Protocol Table 2. Evaluation of tumor segmentation on 273 CGMH patients using nested 5-fold cross 

validation. Dice coefficients on the test sets are reported. 

Dice cT1 cT2 cT3 cT4 cT1-cT4  
Median (IQR) 0.74 (0.27-0.82) 0.81 (0.69-0.90) 0.83 (0.78-0.91) 0.85 (0.81-0.91) 0.84 (0.76-0.91) 

 

Protocol Table 3. Evaluation of lymph node segmentation on 273 CGMH patients using nested 5-fold 

cross validation. Dice coefficients on the test sets are reported. 

Dice cN1 cN2 cN3 cN1-cN3 
Median (IQR) 0.63 (0.06-0.84) 0.83 (0.71-0.91) 0.86 (0.83-0.91) 0.84 (0.70-0.91) 

 

For the outliers in Protocol Fig. 4 A for tumor segmentation, Dice scores of 0 are obtained for 7 out of 

273 PET scans of patients in cT1 and cT2 stages. Four of these cases (2 / 16 (12.5%) of cT1 stage and 2 

/ 89 (2.2%) of cT2 stage) are false negatives, whereby our automated segmentation model does not 

identify any voxels as the tumor. The other 3 (2 / 16 (12.5%) of the cT1 stage and 1 / 89 (1.1%) of the 
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cT2 stage), are false positives, where our model identifies some voxels that do not overlap with the 

ground truth tumor regions. These cases are not especially concerning, as the FDG avid regions of the 

tumors were very small. In fact, it can even difficult for radiologists to identify such tumors based only 

on PET imaging without clinical and histopathological information. In the prognosis experiments, the 4 

false-negative cases are excluded since a tumor location is needed to perform the prognosis. For the 

outliers in lymph node segmentation (Protocol Fig. 4 B), Dice scores of 0 are obtained in 15 cases (5 / 

25 (20.0%) of cN1 stage and 10 / 172 (5.8%) of cN2 stage), as our model does not identify any lymph 

node with volume larger than the cutoff size (500 mm3), thus yielding false negatives. Similar to the false 

negatives in tumor segmentation, some small lymph node lesions were difficult to identify partly due to 

the limited spatial resolution of PET images. The manual annotations for these cases usually require 

additional information from clinical, histopathological, CT or MRI imaging. Nevertheless, as shown in 

these quantitative results, our model produces higher Dice scores for patients in advanced T or N stages. 

Any patient can have an arbitrary number of lymph nodes. Reliable detection of lymph nodes is also 

important to prognosis, e.g., the definition of the N stage relies not only on the size but also on the number 

and distribution of lymph nodes. 390 lymph nodes were manually detected and/or annotated in 273 

patients. Lymph node detection performance was evaluated based on the number of true positives (TP), 

false negatives (FN), false positives (FP), the true positive rate (TPR), the positive predictive value (PPV), 

and the false positives per volume (Protocol Table 4). The Dice coefficient between the segmentation 

and ground truth is used as the criteria to define a TP detection. We define TPs, FNs, and FPs as follows: 

• TP: a lymph node is successfully detected if there is an auto-segmentation with Dice coefficient ≥ 

threshold with its ground truth. 

• FN: a lymph node is missed if there is no auto-segmentation with Dice coefficient ≥ threshold with 

its ground truth. 

• FP: a lymph node is incorrectly detected if there is no ground truth lymph node that has Dice 

coefficient ≥ threshold with an auto-segmentation. 

 

Protocol Table 4.  Evaluation of Lymph Node detection (n=390) on 273 CGMH patients using nested 

5-fold cross-validation. Results on the test sets are reported. 

TP criteria TP (n) FN (n) FP (n) TPR (%) PPV (%) FP per volume 
Dice ≥ 0.9 93 297 242 23.9 27.8 0.89 
Dice ≥ 0.8 183 207 152 46.9 54.6 0.56 
Dice ≥ 0.7 231 159 104 59.2 69.0 0.38 
Dice ≥ 0.6 258 132 77 66.2 77.0 0.28 
Dice ≥ 0.5 270 120 65 69.2 80.6 0.24 
Dice ≥ 0.4 276 114 57 70.8 82.9 0.21 
Dice ≥ 0.3 282 108 50 72.3 84.9 0.18 
Dice ≥ 0.2 286 104 45 73.3 86.4 0.16 
Dice ≥ 0.1 289 101 43 74.1 87.0 0.16 
Dice > 0.0 291 99 20 74.6 93.6 0.07 

 

For example, defining Dice coefficient ≥ 0.5 as a true positive of lymph node detection, the TPR and 

PPV were 69.2% and 80.6% at 0.24 FP per volume. 

 
3 Prognosis 

In this section, we describe the deep learning-based prognostic models that were developed for the 

prediction of OPSCC patients’ survival. The models were implemented with Python 2.7.0 

(https://www.python.org/) using Pytorch package version 1.4.0 (https://pytorch.org/). The CGMH 

discovery cohort was used to train, validate, and test the prognosis models (with the same nested five-

fold cross-validation in the segmentation model; Protocol Fig. 2). The multicenter TCIA and clinical 

deployment test cohorts were used for independent external testing and application of the model.  

We explicitly analyze both the primary tumor and involved lymph nodes by capturing not only their 

morphology and texture but also their location and distance information. Most previous studies focused 

exclusively on the primary tumor.13,14 Several recent studies have shown that specific imaging features 

or characteristics of the involved lymph nodes could be more strongly associated with patients’ outcomes 

than those derived from the primary tumor, especially on OPSCC patients with HPV+ disease.15,16 
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However, those studies do not include a larger, multicenter validation of the imaging markers. 

Furthermore, they usually use 2D tumor slices and merely determine the maximum tumor occurrence in 

the image, in order to reduce the amount of computations required to extract hand-crafted features. Such 

an approach is limited, in that it could fail to fully capture the tumor’s heterogeneity and the complexity 

of its underlying biological processes. 

Despite the growing clinical interest in deep learning-based methods,17–20 the limited sample size of 

cancer prognosis datasets (baseline imaging with follow-up outcomes) usually prevents deep neural 

networks from being adequately trained to generalize to unseen data effectively. Indeed, a recent study21 

in lung cancer outcome prediction had observed that when 60% (n≈400) of the training data were used 

for model training, deep learning underperformed even standard clinical risk factors, such as tumor 

volume. How to efficiently leverage a limited dataset to train a robust deep learning-based model still 

requires investigation in cancer prognosis tasks, including OPSCC.  

Most previous deep learning methods used classification-based loss functions and could only be trained 

using a small number of patients (with a distinct outcome at specific time points, e.g., 2 years) out of all 

available data. Longer or shorter outcomes had to be treated as the same risk level, respectively. In our 

study, inspired by our recent method for pancreatic cancer survival prediction22, we present a 3D 

convolutional neural network with a Cox proportional hazard assumptions (ConvCox) framework. Our 

ConvCox model, instead, is a regression network capable of leverage all available data to directly learn 

time-dependent events from the full tumor and lymph nodes in 3D. This is a highly desirable property 

for prognosis problems, where the number of patients with baseline imaging and outcomes, tends to be 

limited. We aim to maximize the generalization performance of the ConvCox network. To this end, we 

perform several preliminary experiments to optimize its architectural design and results. In particular, 

we evaluate several architectural modifications – such as skip connections, side supervision, and 

autoencoder reconstruction, and found that the proposed relatively shallower network architecture with 

optimized preprocessing (e.g., resampling and normalization), extensive data augmentation, and various 

training and inference strategies (namely nested cross-validation, model ensembling, and test-time 

augmentation respectively) produce the best generalization performance. In addition, we incorporate 

domain knowledge about cancer metastasis from the tumor to lymph nodes into the learning of ConvCox, 

further improving its robustness and generalizability. Since 3D ResNet with pretrained weights is deeper 

than our networks, the limited training data size can easily lead to overfitting. 

 

3.1. Training Images and Labels 

For each patient in the CGMH discovery cohort, three types of volumetric images (i.e., SUV, 

automatically segmented tumor mask, and nodes-to-tumor [N-T] distance map) related to metabolism 

uptake, tumor morphology, and clinical evidence were extracted, serving as inputs to the prognosis 

networks. We note that although the original SUV volumetric image could be used as the unique input, 

this could more likely induce overfitting of our network to irrelevant areas, due to the limited sample size 

of the 3D training dataset. The tumor mask was used as additional information, guiding the training 

process and granting the network the flexibility required to extract features mainly from the tumor regions 

(both inside and outside). For the N-T distance map, the underlying clinical evidence is that OPSCC 

patients with lower neck lymph node metastasis, i.e., farther cancer spread, are associated with increased 

risk of distant metastasis23 and reduced overall survival (OS).24,25 We explicitly represented the locations 

of all lymph node voxels by calculating the distance from each lymph node voxel to the nearest surface 

of the primary tumor. More specifically, the tumor mask was first converted to tumor mesh, which 

contained boundary points of the tumor. The mesh conversion process was done with VTK 8.2.0 

(https://vtk.org/Wiki/VTK/Examples/Python). Next, distances from lymph nodes voxels to their nearest 

tumor boundary points in the mesh were calculated using NVIDIA’s 3D deep learning open-source 

library Kaolin (https://github.com/NVIDIAGameWorks/kaolin).  

Each patient was associated with two outcome labels, i.e., OS time and status (death or censor). The OS 

time was defined as the time from cancer diagnosis to the last follow-up or death from any cause.  

 

3.2. 3D Convolutional Cox Model 

The DeepPET-OPSCC prognosis model is trained to produce risk scores from input SUV images. The 

model is based on 3D ConvCox, which can generate imaging signature for survival outcome prediction 

from 3D imaging of the full tumor and all lymph nodes.  

https://vtk.org/Wiki/VTK/Examples/Python
https://github.com/NVIDIAGameWorks/kaolin
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3.2.1. Sub-volume Extraction 

When designing a 3D network, the amount of GPU memory available is the main hardware constraint. 

Since most of the GPU memory is usually occupied by feature map activations (as they need to be stored 

for the backward pass), we address this issue by cropping the input sub-volumes of interest, that contain 

the entire tumor and relevant lymph nodes. Given that the maximum distance from the lymph nodes to 

the primary tumor is about 120 mm in our discovery cohort, the sub-volume size of 64×64×96 voxels 

(after resampling the original image resolution to 2×2×2 mm3) could cover the full region of the tumor 

and lymph nodes for almost all patients. The SUV values are cut by a window of [0 26] and then 

normalized to [0 1] (by dividing all remaining values by 26). 

 

3.2.2. Two Models: DeepPET-OPSCC-T and DeepPET-OPSCC-TN  

Given that there is more variability in the appearance image (N-T distance map) than the binary image 

(tumor mask), the deep learning model may not capture adequate information in the tumor mask. To 

allocate sufficient network capacity to learn both tumor and lymph nodes information, we train two 

models separately: 1) DeepPET-OPSCC-T, which takes two-channels of input (SUV and tumor mask, 

with a size of 2×W×H×D), and 2) DeepPET-OPSCC-TN, which takes three-channels of input (SUV, 

tumor mask, and T-N distance map, with a size of 3×W×H×D) (Protocol Fig. 5), where W is the volume 

width, H is the height, and D is the depth (number of slices). The tumor and lymph node masks used as 

network inputs are the automated segmentation instead of the manual segmentation masks, as our 

preliminary experiments show that the former yield slightly better results. This may be due to the fact 

that the network yields better predictions based on masks it has created in the past, as it is most familiar 

with its own segmentation style.  

 

Protocol Fig. 5 The architecture, input, and output of the 3D ConvCox network in the DeepPET-OPSCC-

T/-TN prognosis model. 

 

3.2.3. Network Architecture 

Both DeepPET-OPSCC-T and -TN models were implemented using the same 3D ConvCox network. 

The ConvCox network has 6 convolutional layers with filter size 3×3×3 and stride 1. Each convolutional 

layer is followed by a batch normalization layer and a rectified linear units (ReLUs) nonlinearity 

activation function. In the first layer, there are 16 filters; the filter size is doubled every two layers. Max-

pooling operations with a pooling size of 2×2×2 are adopted after the second and fourth convolutional 

layers. The last convolutional layer is followed by one global average pooling layer that reduces feature 

maps to single channel-wise features. This reduces the feature dimension from 64×64×96 (input) to 64 

(latent space). Afterward, a fully connected layer is used to obtain outcome predictions based on the 

latent features. 

 

3.3. Training Procedure 

3.3.1. Data Augmentation in Training 

Deep neural networks tend to overfit, given a limited amount of training data. Various of data 

augmentation techniques were used on the fly to train the DeepPET-OPSCC network. At each training 

iteration, before being fed into the network, each 3D sub-volume undergoes several image 

transformations, including: 
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• All input sub-volumes are randomly cropped to the required size (64×64×96) but must contain 

the full tumor and all lymph nodes.  

• Next, the selected 3D sub-volume is randomly flipped from left to right around its axial plane 

with a probability of 50% and randomly rotated by either 0, 90, 180, or 270 degrees in the axial 

or horizontal plane.  

• 50% of sub-volumes are augmented with image appearance and quality transformations, 

including contrast, sharpening, blurring, and noise. The magnitudes of these transformations 

are set to the same values as those mentioned in Protocol section 2.4.  

 

3.3.2. Loss Function 

The deep neural network with Cox proportional hazard assumptions (DeepCox)26 models nonlinear 

associations between covariates and outcomes and can handle censored data without the need for 

binarizing it at specific time points (e.g., at two years). Similar to the Cox model, no assumptions were 

made about the form of the baseline hazard function, which made DeepCox more generalizable to 

different applications in cancer outcome prediction. Let 𝑋𝑖 denotes the input 3D image of the i-th patient 

with death (or censoring) time 𝑡𝑖. The predicted risk 𝑜𝑖  of the i-th patient is generated when the input 

volume 𝑋𝑖 is processed by the 3D ConvCox. Let 𝑡1 < 𝑡2 < ⋯ < 𝑡𝑁 denote the ordered event times and 

𝑅(𝑡𝑖) the risk set of all individuals who are still present in the study at time 𝑡𝑖 (𝑗 ∈ 𝑅(𝑡𝑖) and 𝑡𝑗 >=  𝑡𝑖). 

Assuming statistical independence of the patients, the loss function of the network is computed as a 

negative log partial likelihood of all samples in the training dataset: 

𝐿(𝑜𝑖) = ∑ δ𝑖 (−𝑜𝑖 + log ∑ exp(𝑜𝑗)

𝑗∈𝑅(𝑡𝑖) 

)

𝑖

. 

where 𝛿𝑖  = 1 if the i-th patient’s death event occurs and 𝛿𝑖  = 0 if the patient is censored. 

 

3.3.3. Model Training and Selection 

Ten models, five for DeepPET-OPSCC-T and five for DeepPET-OPSCC-TN, were trained using nested 

five-fold cross-validation (Protocol Fig. 2), where 64%, 16%, and 20% of the data were used as the 

training, validation, and test sets in each fold. Data splits in each fold were identical to those created to 

train the segmentation models; the distributions of events in the training and validation sets were similar 

in each fold. 𝐿2  regularization is applied to all network parameters, and the weight decay is set to 

1 × 10−5. The network was trained with a batch size of 8 sub-volumes, each with a size of 64×64×96 

voxels at a spacing of 2×2×2 mm. The Adam optimizer, with an initial learning rate of 1 × 10−3, is used. 

The learning rate is adjusted and reduced by a factor of 0.5 when the loss value in the validation set does 

not decrease for 20 epochs. The network was trained for 250 epochs, and the model with the highest 

Harrell’s concordance index (c-index)27 on the validation set in each fold was selected and saved as the 

best model. The c-index compared the observed time to death or censoring to a model’s predicted score 

of poor prognosis. Indeed, the model with the highest c-index on the validation set could potentially 

generalize to unseen domains substantially well. The training encounters early stopping when no 

validation loss decreases after 160 epochs. Note that we checked the model’s performance on the 

validation set every 10 epochs starting from the 40th epoch (~80 000 iterations). Protocol Fig. 6 and Fig. 

7 show performances results at different training epochs across different nested cross-validation folds 

(folds 1, 2, 3, 4, and 5) for DeepPET-OPSCC-T and DeepPET-OPSCC-TN, respectively. 

The network output was the predicted probability of poor prognosis for the input 3D volumes. The 

probability was normalized to [0,1], as we used the sigmoid activation function in the last output layer. 

 

3.4. Inference 

The best DeepPET-OPSCC-T and DeepPET-OPSCC-TN models selected above were applied to perform 

inference (i.e., prediction of survival). For the CGMH discovery cohort, individual models were applied 

to the test sets in the nested cross-validation setting – each patient’s risk score was obtained by averaging 

results of one DeepPET-OPSCC-T model and the corresponding DeepPET-OPSCC-TN model from the 

same fold. Note that the test sets ensure that the predictions were performed in an independent testing 
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scenario. For the TCIA and clinical deployment test cohorts, an ensemble model consisting of all ten 

models was applied.  

 

Protocol Fig. 6 C-index of tumor only models (i.e., DeepPET-OPSCC-T) on the five validation sets in 

the nested cross-validation process. Subplots A-E show training and validation results on folds 1 to 5. 

 

3.4.1. Data Augmentation in Testing 

For robust and stable prediction, we performed testing-time augmentation by shifting the cropped 3D 

volumes by up to 5 voxels in the x, y, or z directions ten times. The original volume focused on the head 

and neck region. After undergoing such augmentation, 10 ROI volumes are shifted around the center and 

then cropped for testing. This testing-time augmentation scheme was applied to the validation and test 

sets in the CGMH discovery cohort, and also the TCIA and clinical deployment test cohorts. 
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Protocol Fig. 7 C-index of tumor with lymph nodes models (i.e., DeepPET-OPSCC-TN) on the five 

validation sets in the nested cross-validation process. Subplots A-E show training and validation results 

on folds 1 to 5. 

 

3.4.2. Individual models 

When applying each model to a new patient, the predicted score is individualized/normalized by 

subtracting the mean risk scores of all training patients, 𝑂𝑛
𝑖 (𝑥) = 𝑂𝛽

𝑖 (𝑥) − 𝑂𝑟𝑖𝑠𝑘
𝑖 , i = 1, 2, ... , 5 for model 

i, where 𝑂𝑛(𝑥) is the normalized score, 𝑂𝛽(𝑥) is the output of the DeepPET-OPSCC-(T/TN) model, and 

𝑂𝑟𝑖𝑠𝑘  is the mean risk scores of all training patients in fold i. The 𝑂𝑟𝑖𝑠𝑘  of the -T models (1st  through 5th) 

are 0.308, 0.287, 0.290, 0.277, and 0.266 and of the -TN models (1st  through 5th) are 0.491, 0.396, 0.266, 

0.369, and 0.3870, respectively. 

 

3.4.3. Ensemble models 

For prediction in the external TCIA and clinical deployment test cohorts, the five DeepPET-OPSCC-T 
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and five DeepPET-OPSCC-TN models were combined into an ensemble model. The five normalized 

prediction scores of each T/TN ensemble were used to obtain the final prediction score of the T and TN 

ensemble models. These two scores were then averaged to generate the final DeepPET-OPSCC score. 

This score was then binarized, using the median value of DeepPET-OPSCC scores in the discovery 
cohort’s test sets as a cutoff value to classify DeepPET-OPSCC scores of external test cohorts into high 

and low-risk patient groups. 

 

3.4.4. Visualization with Activation Mapping 

To generate visualization maps, we used an activation mapping method28 to map important regions in 

the volume with respect to predictions made. The last convolutional block before the global average 

pooling layer was set to produce activation heatmaps during backpropagation. The visualization maps 

were enlarged by resampling to match the input volume size (64×64×96). The value of each voxel in 

the heatmaps directly reflects the given voxel’s prediction risk score. This analysis allowed us to observe 

the most relevant regions, with the most impact on predictions, both within and beyond the primary tumor. 

To display the heatmaps (Fig. S13), we renormalized their values to [0,1] based on the max and min 

values from the corresponding training set. For better visualization, we transparently overlay the 

heatmaps on PET images with heatmap values lower than 0.1 not shown. We found that the -T model 

focused mostly on the tumor’s interior, while the -TN model tended to fixate on the interface between 

the tumor and the lymph nodes.  

 

3.5. Compared Methods 

3.5.1. 3D ResNet-OPSCC 

We built a 3D residual network for OPSCC (3D ResNet-OPSCC) as the comparison method. Though the 

classical 3D ResNet is widely used in 3D computer vision learning tasks, it will face training data scarcity 

issues when applied to the medical imaging field. Hence, we considered an effective lightweight 3D 

ResNet proposed for coronavirus disease 2019 (COVID-19) classification (DeCoVNet),29 as it could 

potentially be more effective than classical ResNet models on training datasets of limited size. We 

validated this hypothesis on our data in a preliminary experiment. The 3D ResNet-OPSCC has three 

stages: the network stem, ResBlocks, and the classifier. The first two stages used the same settings as 

DeCoVNet. The classifier is changed to that used in DeepPET-OPSCC. The loss function is adapted to 

the negative partial likelihood function instead of the cross-entropy loss for classification, and the same 

training procedures (data augmentation, model selection, -T and -TN ensemble model, etc.) used for 

DeepPET-OPSCC were performed for 3D ResNet-OPSCC. 

 

3.5.2. 2D DeepPET-OPSCC 

We investigated the performance of 2D DeepPET-OPSCC models by using 2D key slices from the 3D 

tumor volume. The largest primary tumor mask in the axial view is used to select each patient’s 2D slice. 

The 2D DeepPET-OPSCC-T model takes the SUV image with its corresponding tumor mask as inputs, 

while the -TN model takes the SUV image with its corresponding tumor mask and N-T distance map in 

the same 2D slice. The 2D DeepPET-OPSCC network’s parameters shared the same parameter settings 

in the 3D DeepPET-OPSCC network, except the convolutional and pooling operations used 2D kernels. 

We followed the same training procedures (data augmentation, model selection, -T and -TN ensemble 

model, etc.) as DeepPET-OPSCC. 

 

3.5.3. Radiomics Features Extraction and Signature Building 

We built two radiomics signatures reflecting the phenotypic characteristics of the primary tumor and the 

lymph nodes in SUV images, respectively, as independent predictors of OS. The 3D radiomics features 

were extracted from both the primary tumor and the lymph nodes. There are two sets of handcrafted 

radiomics features: 482 extracted for primary tumors and 482 for lymph nodes, all of which were 

extracted using an open-source Python package, Pyradiomics 

(https://pyradiomics.readthedocs.io/en/latest/).30  

Each set of 482 handcrafted features can be divided into four groups: 1) intensity, 2) geometry, 3) texture, 

and 4) wavelet features.  

https://pyradiomics.readthedocs.io/en/latest/
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• The intensity features quantified the first-order statistical distribution of the voxel intensities 

within the volumes of interest (tumor or lymph nodes). The statistical measurements include 

Energy, Entropy, etc. This group has 18 features in total (1st-18th). 

• The texture features measured the spatial distribution of the voxel intensities, thereby 

quantifying the intra-tumoral heterogeneity. There are 34 texture features in total (19th-52nd). 

• The geometry feature group contains features that quantified 3D shape characteristics of the 

tumor or lymph nodes. It is composed of 14 features in total (53rd to 66th). 

• Wavelet features were calculated by applying wavelet transformations to the original input 

images. There are 416 features in total (67th -482nd). 

To accommodate the especially large number of radiomics features and to prevent overfitting, feature 

selection was performed with nested five-fold cross-validation, as follows. First, univariable analysis was 

completed for each feature in the training set. Features with p-value < 0.1 were considered to be 

potentially associated with OS and thus were selected into the following process. The least absolute 

shrinkage and selection operator (LASSO) Cox regression method31 was then used to obtain the most 

useful prognostic features from candidate features. These selections were all performed in the training 

set. We evaluated the performance of all individual selected features using the c-index in the validation 

set and retained the best feature from each of the four groups (Protocol Table 5). These four chosen 

features were then introduced into a multivariable Cox model to predict OS. The radiomics signatures 

used in this study were calculated for each patient as a linear combination of selected features weighted 

by their respective coefficients. This building process was done for both the primary tumor and the lymph 

nodes, resulting in two signatures, the primary tumor and lymph nodes radiomics signatures, which were 

then averaged to generate the final radiomics marker. The performance on the discovery cohort was 

evaluated on the test sets. All other evaluation settings were the same as those used for DeepPET-OPSCC.  

Protocol Table 5. Results of radiomics feature selection for tumor and lymph nodes. 

 Tumor features Lymph nodes features 

1st Fold Firstorder_TotalEnergy Firstorder_Energy 

 GLRLM_GrayLevelNonUniformity GLRLM_GrayLevelNonUniformity 

 Shape_MeshVolume Shape_MajorAxisLength 
 Wavelet.HHH_glrlm_GrayLevelVariance Wavelet.HHH_glcm_Contrast 

2nd Fold Firstorder_Uniformity Firstorder_Minimum 

 GLCM_ClusterTendency GLCM_DifferenceEntropy 

 Shape_MinorAxisLength Shape_MajorAxisLength 

 Wavelet.HHH_firstorder_Kurtosis Wavelet.HHL_glcm_Imc2 

3rd Fold Firstorder_Maximum Firstorder_RootMeanSquared 

 GLCM_Correlation GLCM_JointAverage 
 Shape_Sphericity Shape_Maximum3DDiameter 

 HHH_firstorder_Maximum Wavelet.HHH_firstorder_InterquartileRange 

4th Fold Firstorder_Minimum Firstorder_Energy 
 GLCM_Autocorrelation GLCM_ClusterShade 

 Shape_LeastAxisLength Shape_Maximum2DDiameterColumn 

 Wavelet.HHH_firstorder_TotalEnergy Wavelet.HHL_glcm_Imc1 

5th Fold Firstorder_TotalEnergy Firstorder_Maximum 
 GLRLM_GrayLevelVariance GLCM_ClusterTendency 

 Shape_MeshVolume Shape_MajorAxisLength 

 Wavelet.HHH_glrlm_ShortRunLowGrayLevelEmphasis Wavelet.HHL_glcm_Imc2 

 

4 External TCIA and Clinical Deployment Test Cohorts 

4.1. TCIA Test Cohort 

Six external cohorts from six hospitals in North America and Europe (Canada, USA, and Netherlands) 

were used as the test cohort: the HN-PET-CT cohort (including four sub-cohorts), the HNSCC cohort, 

and the Head-Neck-Radiomics-HN1 cohort that are described in the following subsections. These data 

are publicly available on The Cancer Imaging Archive (TCIA). PET scans were obtained on 6 unseen 

different PET scanners from three manufacturers (Protocol Table 1). 

 

4.1.1. HN-PET-CT cohort  

The HN-PET-CT cohort included 298 patients with head-and-neck squamous cell carcinoma (HNSCC) 

treated between April 2006 and November 2014 at four separate institutions in Canada: Hôpital général 
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juif (HGJ), Centre hospitalier universitaire de Sherbrooke (CHUS), Hôpital Maisonneuve-Rosemont 

(HMR), and Centre hospitalier de l'Université de Montréal (CHUM).32 All patients underwent FDG-

PET/CT imaging scans within a median of 18 days (range: 6-66) before treatment. Ninety-seven patients 

were excluded from the study, due to location of tumors not in the oropharynx (95), unknown metastasis 

status (one), and erroneous radionuclide dose information (one) (Protocol Fig. 8). The remaining 201 

oropharyngeal cancer patients’ PET images were converted to standard uptake value (SUV) maps using 

a radiomics package (https://github.com/mvallieres/radiomics) provided by the HN-PET-CT cohort data 

provider, and the file formats were converted from DICOM to NifTI (https://nifti.nimh.nih.gov/). The 

automated segmentation model identified no tumor for four patients on the SUV images. The final 197 

included patients with segmentations of primary tumor and lymph nodes were defined as the HN-PET-

CT cohort. HPV status was available for 92 patients, among which 74 (80%) were HPV+ and 18 (20%) 

were HPV–. TNM staging for all patients were available, and no patient had distant metastases. Twenty-

eight patients received radiation alone (14%), 158 received chemoradiation (80%) with curative intent, 

and 11 (6%) received chemoradiation and surgery. Twenty-four patients (12%) died during the follow-

up period. Protocol Fig. 9 specifies the detailed inclusion and exclusion information for the four sub-

cohorts (HGJ, CHUS, HMR, and CHUM) in the HN-PET-CT cohort. 

 

Protocol Fig. 8 A diagram specifying inclusion and exclusion information for patients and PET images 

from the TCIA: HN-PET-CT cohort, and the HPV status and the number of events of the included 

patients. TCIA=The Cancer Imaging Archive (http://www.cancerimagingarchive.net/). HPV=human 

papillomavirus. 

 

4.1.2. HNSCC cohort  

The HNSCC cohort included 215 patients with HNSCC treated from October 2003 to August 2013 at 

the University of Texas MD Anderson Cancer Center in USA33. The majority of patients underwent 

PET/CT before and after treatment. Only PET imaging before treatment was considered in our prognosis 

study. The median time between initial diagnostic imaging and treatment planning was 0.87 months 

(interquartile range 0.37-2.27 months). Fifty-nine patients had tumors not in the oropharynx, 13 patients 

did not have PET imaging before treatment, 13 patients’ PET imaging did not contain head-and-neck 

region, and one patient’s lymph node (stage = N3) was resected before PET scanning. Hence, these 

patients could not be considered as pretreatment imaging. The PET-to-SUV image conversion of the 

remaining 129 oropharyngeal cancer patients was performed by using the radiomics package 

(https://github.com/mvallieres/radiomics) and converted to NifTI format (https://nifti.nimh.nih.gov/).  

However, the scanning time in the calculation of decay was changed to the series time instead of the 

default acquisition time, after double-checking the generated SUV images with the 3D Slicer 

PETDICOMExtension (https://www.slicer.org/wiki/Documentation/4.10/Extensions/PETDICOM). The  

https://github.com/mvallieres/radiomics
https://nifti.nimh.nih.gov/
http://www.cancerimagingarchive.net/
https://github.com/mvallieres/radiomics
https://nifti.nimh.nih.gov/
https://www.slicer.org/wiki/Documentation/4.10/Extensions/PETDICOM
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Protocol Fig. 9 Diagrams specifying inclusion and exclusion information for patients and PET images 

from the four sub-cohorts in TCIA: HN-PET-CT cohort. TCIA=The Cancer Imaging Archive 

(http://www.cancerimagingarchive.net/). HPV=human papillomavirus. 

 

automated segmentation model identified no tumor for eight patients on SUV images. The remaining 

121 patients comprised the HNSCC cohort (Protocol Fig. 10). HPV status was available for 32 patients, 

among which 23 (72%) were HPV+ and 9 (28%) were HPV–. Staging for all patients was assigned 

according to the AJCC 7th TNM staging system, and no patient had distant metastases. Treatment 

included RT, CCRT, IC, surgery, cetuximab, and various combinations of these. Thirty (25%) patients 

died during the follow-up period. 

 

4.1.3. Head-Neck-Radiomics-HN1 cohort  

The Head-Neck-Radiomics-HN1 cohort contained 137 HNSCC patients treated by radiotherapy at 

MAASTRO Clinic, in The Netherlands34. For these patients, PET/CT or CT scans before treatment were 

available. Forty-nine patients with tumors not in the oropharynx, and 53 with no PET imaging were  

http://www.cancerimagingarchive.net/
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Protocol Fig. 10 A diagram specifying inclusion and exclusion information for patients and PET images 

from the TCIA: HNSCC cohort. TCIA=The Cancer Imaging Archive 

(http://www.cancerimagingarchive.net/). HPV=human papillomavirus. 

 

excluded (Protocol Fig. 11), resulting in 36 oropharyngeal cancer patients with PET images, which were 

converted to SUV maps with NifTI (https://nifti.nimh.nih.gov/) format by the radiomics package 

(https://github.com/mvallieres/radiomics). Since the required patient body weight information was 

missing, we assumed that the weight of male patients was 84kg and that of female patients 70 kg 

according to the national statistical office, Statistics Netherlands (CBS) (https://www.cbs.nl/en-

gb/news/2012/49/dutch-population-taller-and-heavier). The automated segmentation model identified no  

 

Protocol Fig. 11 A diagram specifying inclusion and exclusion for patients and PET images from the 

TCIA: Head-Neck-Radiomics-HN1cohort. TCIA=The Cancer Imaging Archive 

(http://www.cancerimagingarchive.net/). HPV=human papillomavirus. 

http://www.cancerimagingarchive.net/
https://nifti.nimh.nih.gov/
https://github.com/mvallieres/radiomics
https://www.cbs.nl/en-gb/news/2012/49/dutch-population-taller-and-heavier
https://www.cbs.nl/en-gb/news/2012/49/dutch-population-taller-and-heavier
http://www.cancerimagingarchive.net/
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tumor for one patient on SUV images. The remaining 35 included patients with the segmentation of the 

primary tumor and lymph nodes were defined as the Head-Neck-Radiomics-HN1 cohort. HPV status 

was available for 31 patients, with 11 (35%) HPV+ and 20 (65%) HPV–. TNM staging for all patients 

were available, and no patient had distant metastases. 16 (46%) patients died during the follow-up period. 

 

4.2. Clinical Deployment Test Cohort 

Two external cohorts from two hospitals in Asia (China) were used as the clinical deployment test cohort: 

the First Affiliated Hospital of Zhejiang University (ZJU1) and the Nanfang Hospital (NFH) cohorts. 

PET scans were obtained on 3 unseen different PET scanners from two manufacturers (Protocol Table 

1). This cohort was used to test our automated DeepPET-OPSCC assay in the clinical environment (i.e., 

deployed the model and software in the First Affiliated Hospital of Zhejiang University, as detailed in 

Protocol Section 6). The investigators only needed to assign the PET DICOM data to the software, which 

will perform SUV conversion, segmentation, and prognosis automatically. 

The clinical testing cohort included 31 patients with oropharyngeal cancer treated between April 2011 

and March 2019 at ZJU1 and NFH. For these patients, whole body PET scans before treatment were 

available. The automated segmentation successfully identified tumors for all patients (Protocol Fig. 12). 

HPV status (p16 staining) was available for only 1 patient who was HPV–. The 7th edition TNM staging 

for all patients were available, and patients with distant metastases were preliminarily excluded.  

 

Protocol Fig. 12 A diagram specifying inclusion and exclusion information for patients and PET images 

from the two sub-cohorts in the clinical testing cohort, and the HPV status. HPV=human papillomavirus. 

 

Twenty-five patients (81%) underwent CCRT: all received chemotherapy with cisplatin (75 mg/m2, high 

does) every 3 weeks. Twenty-three patients (74%) received surgery. Among them, four patients with an 

early stage (three T1N0 and one T2N0 cases) and one patient with decreased kidney function (T2N2b 

case with curative intended surgery) received surgery only. Although different treatment modalities were 

utilized, intensive radiotherapies (radiation dose range: 66-70 Gy; 2 Gy per day, 5 days per week) were 

performed for 26 (84%) patients. 

 

5 Nomogram 

Integrated nomograms were built upon the DeepPET-OPSCC score and other clinical risk factors, i.e., 

• Integrated nomogram: combining DeepPET-OPSCC score, age, sex, HPV status, cT, cN, and 

cTNM stage. 

• Integrated nomogram without HPV: combining DeepPET-OPSCC score, age, sex, cT, cN, and 

cTNM stage. 
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Protocol Fig. 13 Establishing and validating a nomogram which combines the DeepPET-OPSCC score 

and clinical factors to predict overall survival (OS). (A) Integrated nomogram combing the DeepPET-

OPSCC score and age, sex, HPV, cT, cN, and cTNM stage. The points of DeepPET-OPSCC score, HPV 

status, cT, cN, and cTNM stages are obtained based on the top “points” bar with scale of 0-100. Then, 

the total point is calculated by summing the five points. By mapping the total point to the “Total Points” 

bar, the predicted risk score is obtained by checking the “Linear Predictor” bar, and the predicted n-year 

overall survival (OS) is obtained by checking the “n-year OS” bar. (B) Calibration curves of the 

integrated nomogram in prediction of 2-year and 5-year OS.  
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Protocol Fig. 14 Establishing and validating a nomogram which combines the DeepPET-OPSCC score 

and clinical factors without HPV status to predict overall survival (OS). (A) Integrated nomogram 

combing the DeepPET-OPSCC score and age, sex, cT, cN, and cTNM stage. The points of DeepPET-

OPSCC score, HPV status, cT, cN, and cTNM stages are obtained based on the top “points” bar with 

scale of 0-100. Then, the total point is calculated by summing the five points. By mapping the total point 

to the “Total Points” bar, the predicted risk score is obtained by checking the “Linear Predictor” bar, and 

the predicted n-year overall survival (OS) is obtained by checking the “n-year OS” bar. (B) Calibration 

curves of the integrated nomogram in prediction of 2-year and 5-year OS.  
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Calibration curves were used to assess the consistency of predicted outcomes from the nomograms with 

true outcomes. The nomogram calibration curve demonstrated good agreement between the predicted 

and true survival probabilities, especially for 2-year OS (Protocol Fig. 13, Fig. 14). The integrated 

nomogram yielded a significantly higher c-index of 0.792 (95% CI 0.720–0.865) than the DeepPET-

OPSCC score and any individual clinical factor in the TCIA test cohort with known HPV status. Similar 

improvements were observed for the integrated nomogram without HPV status (Supplementary Table 

S18). Time-dependent ROC analysis yielded AUCs at 2 years of the integrated nomograms with known 

HPV status of 0.804 (95% CI 0.758–0.848) and 0.867 (95% CI 0.797–0.931) in the discovery and TCIA 

test cohort, respectively; and without HPV of 0.754 (95% CI 0.659–0.841) in the TCIA test cohort. As 

such, the time-dependent ROC analysis significantly outperformed each individual factor 

(Supplementary Figure S15). AUCs at 5 years in the discovery cohort of the integrated nomogram 

without HPV status are provided in the Supplementary Figure S16. 

 

6 Clinical Integration 

We deployed an application-ready pipeline using the NVIDIA-Docker container (version 2.0, 

https://github.com/NVIDIA/nvidia-docker). We aimed to enable translation and application of our 

DeepPET-OPSCC in daily clinical practice and clinical trials. In routine clinical practice, automated 

processing of a PET scan begins directly after the images have been saved to the local workstation from 

the PET scanner. Processing of PET scans is completed by our pipeline in a fully automated fashion and 

requires no additional manual intervention or labor costs. The processed results (e.g., tumor and lymph 

nodes segmentation masks on individual PET sequences, tables that include DeepPET-OPSCC risk 

scores) are automatically saved in the local workstation. In current research, many prognosis studies 

require human manual input to annotate tumor (and lymph node) masks. Hence the appeal of our fully 

automated process, which could considerably help in deploying objective, reproducible, and scalable 

imaging biomarkers. We tested the developed pipeline in a simulated clinical environment (the First 

Affiliated Hospital of Zhejiang University) with automated processing of all PET scans from 

retrospectively enrolled patients. Each PET exam was processed by our pipeline in an average of 2 min 

6 s on a machine with an Intel and an NVIDIA Titan RTX-6000 GPU. The processing pipeline can be 

scaled up linearly by adding additional processing power without changing and interrupting the existing 

workflow. 

 

Protocol Fig. 15 The developed segmentation and prognosis model is part of a scalable and fully 

automated processing pipeline for PET exams. The pipeline is implemented in a fully automated fashion 

and does not require any additional human intervention and labors. The processed results (e.g. tumor and 

lymph node segmentation masks on individual PET sequences, tables that include DeepPET-OPSCC 

scores and risk categories) are automatically saved for interpretation. Overall, this enables objective, 

fully automated, high-throughput generation of imaging-based predictive biomarkers for OPSCC.  

 

The Docker container that encapsulates our workflow executes the following fully automated steps: 

1. Parallelized SUV conversion of DICOM images to NIfTI format. 

https://github.com/NVIDIA/nvidia-docker
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2. Tumor and lymph node segmentation inference through the ensemble models described within 

this manuscript. 

3. Parallelized data pre-processing (resampling both images and masks, distance map calculation 

and augmented inference samples generation) 

4. Imaging marker generation through the ensemble DeepPET-OPSCC models. 

The complete steps can be found in Protocol Fig. 15.  
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