
Appendix 

 1. Image Normalization 

Image data may come from different acquisition platforms and time periods. This variation can present as 

differences in digital resolution, resolution uncertainty, and intensity scale representations.  Methods developed 

for normalizing digitized film mammograms to account for image formation differences are outlined in this 

section. These methods were applied as both pre and post processing steps. The presentation level is tutorial in 

style where examples are used for illustration rather than mathematic rigor when possible.  Although we use 

specific examples, these techniques are general and can be applied to full field digital mammograms or to all 

forms of digital images as well for example.    

Frequency normalization:  We evaluated images that had different digital resolutions (i.e. different pixel 

sizes). These differences are discussed below. Because resolution is related to image structure, we created one 

larger dataset from these images with a common resolution.  This normalization was applied as a preprocessing 

step before generating a given feature.  

A brief overview of signal sampling is provided because these principles are used to adjust image 

resolution in our work.  When digitizing an analog signal (sampling gives discrete points), it should be 

implemented in a manner that does not corrupt the signal, permitting digital to analog conversion. For the 

moment, we discuss a one-dimensional continuous arbitrary signal g(z) shown in Figure A1, where z is a 

continuous spatial variable. Ideally to sample this signal correctly, we must know its highest spatial frequency 

defined as fc measured in cycles/length; this signal is referred to as bandlimited.  For our purposes, we use mm 

as the unit of length (cycles/mm).  If the highest spatial frequency is unknown, the signal should be filtered to 

make it bandlimited to fc before digitizing.  The spatial sampling frequency (rate) for a bandlimited signal is 

given by s = 2×fc and the spacing between samples is defined as Δ = 1/s = 1/(2×fc).  Figure A2 shows the basic 

sampling scheme for g(z).  It is important to note that the separation between the samples represents a physical 

distance in our examples.  This sampling rate is referred to as the Nyquist criteria [1].  When a signal is sampled 

in this way, the continuous signal can be recovered from its samples, which follows from Shannon’s sampling 



theorem [1].  On the other hand, if the signal is sampled under this rate, aliasing can occur (signal corruption).  

The same scheme applies to signals that are digitized. The sample rate of a digital signal can be changed (made 

more coarse) by filtering it to modify fc.   

We can extend this sampling scheme to two-dimensions [2, 3] by defining the continuous image g(x,y), 

where x and y are Cartesian coordinates.  We assume that g(x,y) is bandlimited in both spatial frequency 

directions by fc. Sampling g(x,y) with regular intervals gives the image g(i, j), where i and j are now pixel 

coordinates with a pixel spacing of Δ and pixel area Δ×Δ.   We note when discussing detector technology, the 

center to center spacing between the active area of adjacent detector elements is referred to as pitch. In a digital 

image, we refer to this as resolution or pixel width for isotropic sampling. A more in depth discussion of 

detector technology is provided elsewhere [4]. 

The digitized images used for this study had varying resolution and were from different digitizers. To 

make the resolution adjustment problem tractable, we grouped images with similar resolution and treated the 

group as images with the average resolution where possible.  Table A1 shows the color coded breakdown. 

These are the images used for processing. Images were removed because of film artifacts prior to processing.   

The gray shaded images with resolution varying between 169-176μm were assumed to have the average 

resolution of 171μm. The gold-shaded images varying from 229-236μm were assumed to have the average 

resolution of 232μm. The resolution was estimated for the unknown images (blue shading) as 300μm (discussed 

below).  The other images (not shaded) were treated individually.  

 We evaluated digitized mammograms that had three different resolutions in the mean: Δ  = 171μm,  

232μm, and 300μm.  Additionally we analyzed a fourth set of images that had isolated resolutions (non-shaded 

images in Table A1). Because resolution cannot be created (i.e. low resolution images cannot be passively 

transformed into higher resolution images), we adjusted the resolution of the 171μm and 232μm images to form 

one larger dataset consisting of 300μm images.  The fourth set was also transformed to this resolution as well. 

This was achieved by filtering these images to modify their respective fc followed by a technique referred to as 

down-sampling to reduce the sample rate.  The input image is defined as the higher resolution image and the 



output as the (same) image with its resolution lowered to 300μm (i.e. making Δ larger). Applying the 

appropriate filter permits changing the sampling rate (i.e. changing Δ) by removing higher spatial frequencies 

making the output image less granular. To construct a two-dimensional filter, we used a one-dimensional filter 

applied in each spatial direction (i.e. a separable filter).  We constructed a 10th order Butterworth filter in the 

Fourier domain [5] and then applied an inverse Fourier transform (FT) to develop a one-dimensional filter 

kernel in the spatial domain.  Although there is equivalence between applying a filter as convolution in the 

spatial domain or as a multiplication in the Fourier domain followed by an inverse FT, we used the spatial 

domain approach for reasons explained below.  This filter is a low-pass complex filter and its magnitude can be 

expressed in the Fourier domain as  

|H(f)| =
G

√1+[
f

fco
]

2n
  ,                                                                                                                                     Eq. (A1) 

 where f is one-dimensional discrete spatial frequency variable, fco is the highest resolvable spatial frequency in 

the output image, n = 10,  and G is the gain constant; filtering will reduce fc = fci (i.e. the input fc) to fco (i.e. the 

output fc).  If we let the input signal have N samples in the spatial domain separated by Δi, the discrete 

frequency variable can be expressed as  

f =
k

NΔi
                                                                                                                                                          Eq. (A2) 

where k is an index ranging from –N/2 through N/2 when N is odd (note when k = |N/2|, f = fci) [3].   We 

constructed a given filter using odd N for symmetry reasons discussed below. To construct the Fourier domain 

filter, we used the magnitude form with the substitution for the discrete frequency variable giving   

 

H(f) =
G

√1+[
2kΔo

Δi
]

20
                                                                                                                                        Eq. (A3) 

where Δo is the spacing between the output signal samples after down-sampling. There is an important 

compromise with this filter; it is flat over its passband defined as [-fco, fco] but is not zero outside of this interval 



noting that f = fco, |H(fco)|
2 =1/2 when G = 1. Thus, the bandlimited signal is an approximation. As a specific 

example, we let Δi = 171μm (the input), and Δo = 300μm (the output).  The profile of this filter with G = 1 is 

shown in Figure A3 (left) for N =1001. Taking the inverse FT of this expression gives the one-dimensional 

spatial domain filter kernel shown in Figure A3 (right). Because Eq. (A3) is an even function, its inverse FT is 

symmetric and real; this approach eliminated the possibility of analyzing an output image that had both real and 

imaginary components.   We truncated this spatial domain signal keeping 31 elements centered about zero to 

construct the filter kernel. We applied this filter as separable convolution in the image domain.  The operation is 

equivalent to applying a convolution to g(i,j) in the x direction giving the intermediate image gx(i,j), and then 

applying  the convolution to gx(i,j) in the y direction giving the image, gxy(i,j), with fc ≈ fco in both coordinate 

directions.  Figure A4 shows a 171μm mammogram on the left and its corresponding 300μm version on the 

right. The down-sampled image appears smaller because the number of discrete samples was reduced while the 

breast spatial extent remained the same.  Figure A5 (left) shows the region of interest outlined in Figure A4 

(left) before applying the filter and Figure A5 (right) shows the region after filtering before down-sampling.  

Note, the fine detail is attenuated in the image on the right.   A cubic convolution interpolation was used to 

perform the down-sampling.  This is a well-known approach [6, 7] and was also applied as a separable 

convolution in each spatial direction with the free parameter α = -0.5; this is approximates the interpolation 

expressed by Shannon.   The filter for converting the 232μm image to 300μm was constructed in the same 

fashion using Δi = 232μm. For the fourth set of images, we created the individual filter for each image using the 

appropriate Δi = Δ  from Table A1. Changing the resolution can be considered equivalently as generating the 

analog image from the output and then resampling it at intervals separated by Δo . 

Feature distribution normalization: This process included pre and post-processing transformations. The three 

sets of images had different intensity scales due to the way they were digitized. Moreover, the filtering could 

also add to the intensity variation as well because the filter form changed when the input resolution changed. 

The 171μm and 232μm images had 12 bit/pixel dynamic range and the 300μm image had 8 bit/pixel range. The 

higher bit rate images were first mapped to 8 bit/pixel as a pre-processing step.  Features, such as V, were 

calculated in the resolution normalized and reduced bit rate images. To account for differences in the intensity 



scale representations, the feature distribution derived from a given image set was mapped to a zero mean unit 

variance normal distribution defined as N (i.e. three separate mappings in this situation for a given feature) as a 

post processing step. A given feature was generated with double precision. The mapping algorithm was a 

modified version of the histogram matching scheme presented by Velthuizen and Clarke [8]. Briefly, the 

mappings were developed using the cumulative histograms (i.e. constructed from the actual feature distribution 

and randomly generated N distribution which is equivalent to the target feature distribution).  The N distribution 

was generated with one million random samples, which translated into a continuous distribution.   A given 

mapping was determined by finding the points on the feature axes that have the same cumulative distribution 

value. An example of the pre and post mapping distributions with the map is shown in Figure A6.  The original 

algorithm (actual computer code) was modified to accommodate double precision. Interpolation was used to fill 

gaps in the dependent distribution feature values.  Treating each set of images independently assumed that the 

images came from the same population and the related unwanted variation was induced by the way the images 

were digitized, stored electronically, and by other factors related to film.   

Resolution Estimation: This study used 5160 study images with unknown resolution (see Table A1). The 

digitizing information was lost for these images indicating the resolution was unknown.  These images included 

right and left breast images and serial images (repeated images of the same women). From these images, we 

selected 200 unrelated images for the experiment below. A technique was developed to estimate the resolution 

based on conserving breast area.  Given a mammogram with a known resolution defined as Δk, and the same 

image at another unknown resolution defined as Δu, the unknown resolution can be determined by conserving 

breast area across this image pair expressed as 

Nk × ∆k
2= Nu × ∆u

2  ,                                                                                                                                     Eq. (A4) 

where Nk is the number of pixels within the breast area for the known image and Nu is the number of pixels  

within the breast area of the image with unknown resolution. In our problem, we did not have corresponding 

images at different resolutions.  To apply Eq. (A4), we averaged over the two sets of images; one set with a 



known resolution and the other with the unknown resolution and assumed the unknown resolution was isotropic 

in each spatial dimension. The solution of the above equation after averaging gives 

∆u= ∆k × √
<Nk>

<Nu>
  ,                                                                                                                                      Eq. (A5) 

where the brackets indicate the expected value operation.  Before applying this procedure to the unknown set, 

we used two sets of images with known resolutions to assess its validity. This evaluation included 1230 FFDM 

images with 70μm resolution as the known set and 840 FFDM images with 100μm as the unknown set. We 

performed 1000 bootstrap trials by randomly selecting 100 images from each set, automatically segmenting the 

breast area for the images in each set, and applying Eq. (A5) for each trial. Averaging over the 1000 trials gave 

<Δu> = 100μm ±3μm. In this expression the uncertainty was derived using the theoretical value <Δu> = 100μm. 

We then repeated the same bootstrap experiments using the 70um FFDM set as the known and 200 

mammograms from the unknown set giving  <Δu> = 300.3μm ± 0.2μm.  Rounding to the nearest integer, we 

used 300μm as the unknown resolution. 

2. Breast Area Detection 

The breast area detection process was based on sequential approximations that lead to the estimated area. 

Images were grouped by bit rate: 12 bit and 8 bit. The same algorithm was applied to both groups of images 

with a varying threshold.  We first define a non-anatomical coordinate system.  Right-side CC images were 

converted to LCC orientation images. Pixel coordinates are defined as (x,y) with value z. In the displayed 

image, the x-direction is from left to right (horizontal) and y direction down to up (vertical direction).  The 

dimensions of a given image are defined as nx and ny (i.e, the number of pixels in the x and y directions).  The 

main themes behind the multiple steps are to include redundancy and to form isolated islands of pixels that can 

be detected as separate regions. Image histograms were explored to develop a noise threshold.  Figure A7 shows 

examples for 12 bit and 8 bit images and the associated histograms with` details. The first peak in the histogram 

is assumed to relate to the information off the breast area (i.e. noise). A constrained search was performed to 

determine the location of the histogram for this peak for each image defined as zL (differs for each image).  An 



empirically determined constant was then added to this location dependent upon the bit rate to determine the 

noise  threshold, zth, that will be used in the area detection: (1) zth = zL  +  164  for 12 bit images;  and (2)  zth = 

zL + 20 for 8 bit images.  The threshold is used in one of the intermediate steps. Figure A8 shows the sequence 

of events used to detect the breast area for an example image shown in (a). In the first step, a margin was set to 

zero along the chest wall (margin = 0.05× nx) and along the top and bottom of the image borders (margin = 

0.05× ny ).  A crude estimate of the breast area was made by searching from the chest-wall along the x-direction 

(x-direction search) to the exterior breast region for all y to find the minimum value not equal to zero; the arrow  

in (a) shows the search direction.  Pixels to the left of this location were assumed part of the breast area, 

creating a binary mask shown in (b). In the next step, the mask in (b) is multiplied to the raw image in (a) giving 

the image shown in (c). The y-centroid for the mask in (b) is determined [marked with a dashed line in (b) ] and 

a search is performed from the centroid line in the positive and negative y directions (y-direction search) for all 

x [indicated by the arrows in (c)] to find the top and bottom breast edges for given x; for each x coordinate, the 

y locations for the upper and lower minimum values (but not equal to zero) were used to construct another 

binary mask shown in (d) analogous to mask constructed with the x-direction search. This mask is multiplied by 

the raw image in (a) giving the image shown in (e). Another mask is constructed from this image by a setting all 

pixel values z < zth to zero shown in (f).  The image shown in (a) is multiplied by the mask in (f) giving the 

image in (g). This image shows that the main breast area was detected but there are islands of pixels remaining 

off the breast area. In the next step we apply a label region algorithm to the image shown in (g). This step 

groups contiguous pixels into respective larger isolated regions. Although the number of regions can vary from 

image to image, we assume the largest region with non-zero pixels is the breast area; all other pixels in the other 

regions are set to zero giving the mask shown in (h). In the next step we regenerate the part of the chest wall 

margin producing the final detected breast area illustrated as a binary mask in (i). The final segmented breast 

image is determined by multiplying the mask in (i) with the image in (a) giving the segmented image shown in 

(j).  

 



This algorithm produced acceptable breast area detections in the majority of samples. However, there were both 

total and partial failures that were corrected manually. Figure A9 (top) shows a breast image where the 

detection failed. The image shows artifacts off the breast area. Images with these artifacts induced failures in 

determining zth and occurred in approximately 3% of the images. In these images, the breast area was detected 

manually. The image on the bottom right has an artifact that remained even though the breast area was detected 

appropriately as shown in the bottom-middle and right images. The segmented image on the bottom right has a 

bright wedge on the left-border, which is a digitizing artifact (i.e. the film was not position correctly when fed 

into the digitizer). After the breast area detection, these over contrasted areas were removed manually.  This 

artifact was present in about 6% of the images.  

 

 

 

 

 

 

  



 

Figure A1. Generic Signal Example:  This illustrates a generic one-dimensional continuous signal, g(z), where 

z is spatial variable.  

  



 

Figure A2.  Spatial Sampling Illustration:  This illustrates a generic one-dimensional signal sampled at regular 

intervals specified by Δ (the distance between zi). 

 

 

  



 

Figure A3: Butterworth filter example: The left pane shows the a one dimensional Butterworth filter in the 

Fourier domain constructed to lower the resolution of 171μm image to 300μm with fci  ≈ 2.90 cycles/mm (i.e. 

the input) and fco ≈1.66 cycles/mm (i.e. the output).  The pass band of this filter is marked with vertical dots at 

[fco, fco] but it is not zero outside of the interval. The pane on the left shows the corresponding truncated filter in 

the image domain.   



 

 

 

 

Figure A4. Down-sampling example: The image in the left pane has 171μm resolution. This image was filtered 

and resampled to give a 300μm shown in the right pane. The outlined regions are used for illustration in Figure 

A5.  

 

 

 

 

 



 

Figure A5.  Filtering example: The pane on the left shows the region of interest in the 172μm mammogram and 

the pane on the right shows the same ROI after applying the filter before down-sampling to 300μm. Note the 

image on the right appears more-coarse, which is a consequence the low-pass filtering.  

 

  



 

Figure A6. Mapping example:  The normalized histogram in the left pane shows the distribution for V derived 

from images that had 171μm resolution originally.  The related map is shown in the middle pane. The pane on 

the right shows the distribution for V after the mapping.  

  



 

Figure A7.Histogram analysis for breast area detection: The top image (left) shows the 12bit example and 

bottom image (left) the 8 bit example. The respective normalized histograms are shown on the right.  The 

location of the first peak in a given histogram was located with a constrained search:  z = 82-2000 for 12 bit 

images and z =12-64 for 8 bit images. The dashed lines on the histograms mark the respective locations of the 

constraints.  

  



 

Figure A8: Breast area detection: This shows the sequential steps in the breast area detection: (a) this shows the 

raw image example with the x-direction search marked with an arrow; (b) binary mask after the x-direction search 

with the y-centroid marked with a dashed line; (c) multiplication of the mask in (b) with the raw image in (a),  

where this image has been over contrasted for viewing purposes and the y-direction search emanating  from the 

centroid location marked with an arrow ; (d) binary mask created with the y direction search in the image show 

in (c);  (e) multiplication of the mask in (d) with the raw image in (a), where this image has been over contrasted 

for viewing purposes; (f) the mask constructed from applying the noise threshold zth to the image in (e); (g) 

multiplication of the mask in (f) with the raw image in (a), where this image has been over contrasted for viewing 

purposes; (h) new mask constructed from applying the label region approach to the image shown in (g); (i) final 

mask constructed by eliminating a portion of the chest wall margin in (h); (j) breast area segmentation determined 

by multiplying the mask in (j) with the image in (a).  

  



 

Figure A9: Breast area detection failures: The top left image has artifacts in the region outside of the breast area 

that caused a failure in determining zth. These artifacts include the large bright area and bright labeling. The top-

middle image shows the breast area detection. The top right image shows the detected breast area overlaid with 

the manually segmented breast image. This illustrates a typical detention failure. The image on the bottom right 

has a digitizing artifact. The breast area detection was acceptable as shown in the middle and right images. The 

artifact is noticeable in the segmented image shown in the bottom right, as a bright wedge. These regions were 

removed manually after the detection processing.    

  



Resolution Digitizer n average/estimate 

82µm LS-85 1  

99µm LS-85 1  

169µm Vidar 2283   

171µm LS-85 4   

172µm LS-85 616   

173µm LS-85 2274   

174µm LS-85 1508   

175µm LS-85 120   

176µm LS-85 1 Average = 171µm  

194µm LS-85 1  

195µm LS-85 6  

196µm LS-85 19  

197µm LS-85 29  

198µm LS-85 1  

215µm LS-85 1  

229µm LS-85 6   

230µm LS-85 197   

231µm LS-85 380   

232µm LS-85 381   

233µm LS-85 208   

234µm LS-85 28   

235µm LS-85 3   

236µm LS-85 1 Average = 232µm  

243µm LS-85 1  

244µm LS-85 2  

245µm LS-85 3  

246µm LS-85 3  

247µm LS-85 4  

248µm LS-85 3  

249µm LS-85 1  

266µm LS-85 1  

269µm LS-85 2  

278µm LS-85 1  

Unknown Unknown 5160 Estimated = 300µm 

Table A1. Digitizer and Resolution Characteristics: This table gives the breakdown for the images that were 

processed in this study. The gray, gold, and blues shaded images were treated as three groups using the 

respective average resolution. The other non-shaded imaged were treated individually when normalizing the 

resolution.   
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